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Problem

!"#$%&&'("$ = &*%"_%'*,"$× !"$_.%$(× 1 + !"$_.%$( !"#$

1 + !"$_.%$( !"#$ − 1

Example of constraint:

Method Results

Experimental Settings

CAPGD (white-box)

PGD

AutoAttack  

Constraint Penalty function Constraint example Penalty function example

 1 =  2 |  1 �  2 | rec per month = record/month | rec per month� (record/month) |
 1   2 max(0, 1 �  2) open acc  total acc max(0, open acc� total acc)

 1 <  2 max(0, 1 �  2 open acc < total acc max(0, open acc� total acc
+⌧) +10�5)

!1 ^ !2 !1 + !2 ((term = 36) _ (term = 60))^ min(| term� 36 |, | term� 60 |)+
(open acc  total acc) max(0, open acc� total acc)

!1 _ !2 min(!1,!2) (term = 36) _ (term = 60) min(| term� 36 |, | term� 60 |)

Constraints as a penalty function:

! := !1 ^ !2 | !1 _ !2 |  1 ⌫  2

 := c | fi |  1 �  2 | xi

Constraints grammar:

Known attacks produce invalid examples:

Max trans. Avg trans. Acc. creation Age

Adversarial $2500 $3000 1 year 22

Projected Gradient Descent (PGD)

X
Gradient loss + Constraints regularization

Projected Gradient Descent (PGD)

L0(x) = l(h(x), y)�
P

!i2⌦ penalty(x,!i)

x(k+1) = PS(x(k) + ⌘rl(h(x), y))

Constrained Gradient Descent 
z(k+1) = PS(x

(k) + η(k)(∇L
′(x(k)))

Adaptive Step size 2

+(1− α) · (x(k)
− x

(k+1)))

x
(k+1) = RΩ(PS(x

(k) + α · (z(k+1)
− x

(k))

Gradient step momentum 3
Current gradient direction

Previous perturbation direction

ω1 ≡ installment = loan amount×
int rate× (1 + int rate)term

(1 + int rate)term − 1

Repair operator 4%

⌘(0) = 2✏, ⌘(k+1) =

(
⌘(k)/2, if L0 does not decrease
⌘(k), otherwise

)

Multi-objective genetic algorithm (NSGA-III)

!"#"!"$%	'! ( ≡ ℎ (

!"#"!"$%	'" ( ≡ 	+#(( − ($)

!"#"!"$%	'% ( ≡ /
&!	∈	)

0%#1234((, 6*)

MOEVA (gray-box)

Credit scoring
Lending Club Loan Data 

(LCLD)

ICU survival
WIDS

Botnet detection
CTU

URL phishing
URL

Three domains, four datasets Five neural network architectures
- 2 Regularizations based
- 2 Transformers based
- 1 Self and Semi-supervised based

Two training methods
- Standard
- Madry adversarial training

Six tabular attacks
- LowProFool (gradient)
- CPGD   (gradient)
- CAPGD  (gradient)
- BF*    (search)
- MOEVA   (search)
- CAA    (mixed)

Set and number of successfull attacks 
across all models and datasets

CAPGD

CAA

Robust accuracy (#)
Dataset Model Clean CAPGD BF* MOEVA CAA

URL TabTr. 93.6 10.9±0.1 93.2±0 18.2±0.8 8.9±0.2

RLN 94.4 12.6±0.2 93.8±0 23.6±0.5 10.8±0.2

VIME 92.5 56.3±0.1 92.2±0 56.5±0.9 49.5±0.5

STG 93.3 72.6±0.0 93.2±0 58.2±0.9 58.0±0.8

TabNet 93.4 19.3±0.6 90.9±0 17.5±0.6 11.0±0.5

LCLD TabTr. 69.5 27.1±0.9 61.1±0 10.7±0.8 7.9±0.6

RLN 68.3 0.2±0.1 38.9±0 0.8±0.2 0.0±0.0

VIME 67.0 2.6±0.2 52.6±0 24.1±1.5 2.4±0.1

STG 66.4 55.5±0.2 53.0±0 55.4±0.2 53.6±0.1

TabNet 67.4 6.3±0.4 49.0±0 0.8±0.1 0.4±0.1

CTU TabTr. 95.3 95.3±0.0 95.3±0 95.3±0.0 95.3±0.0

RLN 97.8 97.8±0.0 97.5±0 94.0±0.2 94.0±0.2

VIME 95.1 95.1±0.0 95.1±0 40.8±4.7 40.8±4.7

STG 95.3 95.3±0.0 95.3±0 95.3±0.0 95.3±0.0

TabNet 96.1 96.1±0.0 13.0±0 0.0±0.0 0.0±0.0

WIDS TabTr. 75.5 48.0±0.3 67.7±0 59.2±0.6 45.9±0.3

RLN 77.5 61.8±0.3 77.0±0 67.7±0.3 60.9±0.2

VIME 72.3 51.4±0.3 71.2±0 59.4±0.5 50.3±0.2

STG 77.6 65.1±0.4 77.5±0 68.8±0.3 63.8±0.2

TabNet 79.7 10.2±0.3 73.1±0 13.9±0.4 5.3±0.4

Robust accuracy (#)
Dataset Accuracy TabTr. RLN VIME STG TabNet

URL
Clean 93.9+0.3 95.2+0.8 93.4+0.9 94.3+1.0 99.5+6.1

CAA 56.7+47.8 56.2+45.4 69.8+20.3 90.0+32.0 91.8+80.8

LCLD
Clean 73.9+4.4 69.5+1.2 65.5�1.5 15.6�50.8 0.0�67.4

CAA 70.3+62.4 63.0+63.0 10.4+8.0 12.1�41.5 0.0�0.4

CTU
Clean 95.3+0.0 97.3�0.5 95.1+0.0 95.1�0.2 0.2�95.8

CAA 95.3+0.0 97.1+3.0 94.0+53.2 95.1�0.2 0.2+0.2

WIDS
Clean 77.3+1.8 78.0+0.5 72.1�0.2 62.6�15.1 98.4+18.6

CAA 65.1+19.2 66.6+5.7 52.1+1.8 45.2�18.6 58.4+53.1

CAPGD MOEVA

Constrained Adaptive Attack (CAA)

Efficiency

Effectiveness

56789:;9<;=	(?%'@&(#	=		Perturbed	examples	if	satisfied	constraints
	 	 	 	 	 	 	 	 Revert	to	Original	examples	otherwise

4YZ[:\	%]],.%]^ = #	`*..(]$&^	]&%##!a!(b	;6789:;9<;=	(?%'@&(#
#	`&(%"	(?%'@&(#

Adversarial violates Avg $.%"#%]$!*" ≤ e%?	$.%"#%]$!*"

Metrics
Sequential attack:

fY:\ = Execution time
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Clean CAPGD MOEVA CAA
Set and number of successfull attacks 

across all models and datasets
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Models:

Learn more

CodePaper

This project is supported by the Luxembourg National Research Fund and BGL BNP Paribas Luxembourg.

Threat model: Requires model’s parameters and gradients

Attacker objective
For ?	find g such that:

ü h ? ≠ h(? + g)
ü l&(?, ? + g) < o	
ü ? + g ∈ q'	

With: 
h:q → t the 
classification model
l&the distance 
according to a @ − "*.'
q' ⊆ q	the subspace 
where ?	satisfies all 
constraints v ∈ Ω

Robust accuracy of clean models Robust accuracy of adversarially trained models

Threat model: Does not require model’s parameters 
or gradients

ML System

1. Some features are
immutable or computed
internally

Relationships
2. Feature relationships
constraints are used to
reject invalid input

ML Classifier

Constraints

Respected

Violated
Quarantine

Adversarial input


